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Abstract
The fundamental metaphor penetrating much of cognitive neuroscience is that of a
dynamic information processing device. In this review, we discuss a data analytical approach
to functional neuroimaging data (functional magnetic resonance imaging (fMRI) and
electroencephalography (EEG)) that capitalizes on the estimation of entropy and mutual
information to establish statistical non-independence between experimental variables of
interest. In the first part, we review the information theoretic framework from a functional
neuroimaging perspective, focusing on differential mutual information, equivalences of
mutual information to other measures of statistical non-independence, information
decomposition and challenges in entropy and information estimation. In the second part, we
review a number of empirical studies that have applied information theoretic concepts in the
analysis of fMRI and EEG-fMRI data, in various neuroscientific domains. We close on a
discussion of the advantages and challenges of applying information theoretic concepts to
functional neuroimaging and hint at potential future developments in this line of research.
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Introduction
The fundamental metaphor penetrating much of cognitive neuroscience is that of a
dynamic information processing device. By means of its neural activity, the brain is thought
to represent information about the external state of the world, internal expectancies
concerning incoming sensory stimulation, and the formation and execution of decisional
processes [1, 2]. The neurobiological organization of cognitive processes can be
conceptualized according to the principles of functional specialization and functional
integration [3-5]. Studies concerned with functional specialization examine the role of a
specific brain area in a cognitive process of interest, while studies of brain connectivity aim
to elucidate principles of functional integration among spatially separated areas [6-8]. In
humans, the investigation of fundamental questions of brain organisation generally involves
the use of non-invasive functional brain imaging techniques. The most commonly applied
functional brain imaging techniques today are magneto-/electroencephalography (M/EEG)
and functional magnetic resonance imaging (fMRI), which, at first glance, complement each
other with respect to spatiotemporal sensitivity to neural processes [9]. This article is
concerned with an information theoretic approach to M/EEG and fMRI data analysis for the
study of functional specialization.
The principal data analytical methods currently employed to study functional
specialization of brain regions can be classified into univariate and multivariate approaches
[5, 10-12]. The former are usually variants of the General Linear Model (GLM, i.e. an
encoding approach), while the latter usually involve multivariate classification (i.e. a
decoding approach). Both approaches are essentially equivalent and, importantly, they are
also equivalent to the information theoretic approach discussed here [11]: all three techniques
aim to establish statistical dependencies between independent and dependent experimental
variables, with differences between the approaches being a result of the form the dependent
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variables can take (e.g. uni- vs. multivariate), the functional forms the dependencies can
assume (e.g. linear vs. non-linear), and the probabilistic assumptions about the data features
that remain unexplained by a given functional dependency (e.g. Gaussian distributed
residuals).
While all three approaches can essentially be considered information theoretic
approaches to functional neuroimaging, in the context of the current review, we understand
by ‘information theoretic approach’ a data-analytical approach which is characterized by the
estimation of mutual information between variables of interest [13-16]. More specifically, we
refer to a framework that has its roots in the analysis of single- and multi-unit spike counts
recorded in invasive electrophysiological experiments [17-21]. While the framework is
conceptually readily transferable between different data types, as it applies to any type of
independent and dependent variables, the practical transfer from invasive neurophysiological
to functional brain imaging data brings with it some difficulties which will be discussed
below.
This article comprises two main parts: a review of the theoretical background and a
review of previous applications of information theoretic concepts to functional neuroimaging
data. The theoretical section presents the theoretical framework with an emphasis on its
application to continuous data and highlights certain similarities to popular data analytical
techniques based on classical statistical inference. The review of previous experimental
applications covers theoretical functional neuroimaging applications, applications to fMRI
data and applications to simultaneous EEG-fMRI data.
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Theoretical Background
Mutual information
Information theoretic approaches in neuroscience are commonly introduced in the
context of discrete random variables, for example natural numbers in the case of spike counts
[14, 17]. Functional neuroimaging data (fMRI, EEG) is usually considered a continuous or
‘analogue’ signal [15]. The introduction provided here will hence be based on the notion of
continuous random variables1 and probability density functions2 (as opposed to probability
mass functions), resulting in the concepts of differential mutual information and entropy,
which are given by (Lebesgue) integrals and not discrete sums. This formulation is motivated
by current work on the parametric estimation of information theoretic quantities which
capitalizes on continuous probability distributions as discussed later.
The mutual information between two random variables is a measure of their nonindependence [22]. Two random variables

and

are said to be statistically independent

(and employable as models of experimental processes that do not influence each other), if and
only if their joint probability distribution factorises into the product of their respective
marginal distributions, which can be denoted as
(1)
or with respect to their respective density functions as
1

From a measure theoretic viewpoint, a random variable is an
-measureable mapping
between a measure space
and a measurable space
, where
are nonempty sets and
and
are
-Algebras on and , respectively, while is a probability measure on . The probability distribution of a random
variable with respect to the measure on
is given by the image measure
defined as
for all
(often abbreviated as
without the subscript). A continuous random variable is characterized
by the fact that its codomain
is uncountable, e.g. the set of real numbers , whereas a discrete random variable is
characterized by the fact that its codomain
is finite or at least countable (a set is called countable, if there exists a
bijective function
).
2

A probability density function of a probability measure

with respect to a measure

is defined as follows: let

be a

measurable space and and be measures on . A measurable function with
for all
is called a
-density of . In the special case that is a probability measure, is called its probability density function with respect to
On the other hand, a probability mass function is defined as follows: let
be a probability space and
a
discrete random variable with range
with
and
. The probability mass
function of the discrete random variable
is then defined as the mapping
according to
.
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(2)
Statistical independence is a singular phenomenon, in the sense that if

and

are not

independent, they can be dependent in an arbitrary number of ways (commonly referred to as
functional dependencies or models). The mutual information between two random variables
with joint density

is defined as3
(3)

This definition can be considered from two angles: first, as a special case of the KullbackLeibler divergence, or alternatively from an entropy decomposition viewpoint. Both will be
discussed in turn.
The Kullback-Leibler divergence [23] between two probability distributions
, is written as

and

and defined as
(4)

Intuitively, the Kullback-Leibler can be considered as a distance function between two
probability density functions

and

although it does not satisfy the symmetry and triangle

inequality required for mathematical metrics4. If the two probability density functions are
identical, the logarithmic term of the integral is zero for all values of , and the absolute
value of the Kullback-Leibler divergence is minimal. Comparing equations (3) and (4), it can
be seen that the mutual information between

and

divergence between their actual joint density
statistically independent random variables
factorizing into, the product

and

is identical to the Kullback-Leibler
and the joint density modelling
, i.e. the joint density equal to, or

. It is in this sense the mutual information between two

3

Here, and in all subsequent equations, the
function is considered with respect to a base of 2, resulting the units of the
respective quantities be given in
. For the natural logarithm , the units would be
.
4
A mathematical metric is defined as follows: let be a non-empty set. A mapping
is called metric on (and
a metric space), if for all elements
the following three conditions hold: 1) Positive definiteness:
and
, 2) Symmetry:
, and 3) Triangle inequality:
. Most
commonly known are metrics on
that are induced by norms on
, i.e. metrics defined as
for all
, where
for

denotes a norm on
. Well-known norms on
are the -norms defined as
and
as for example the Euclidean norm for
.
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random variables can be considered a measure of their non-independence, i.e. it is zero if and
only if

and

are statistically independent.

An alternative view is provided by considering the differential entropy of a random
variable

with probability density function

, defined as
(5)

The entropy of a random variable is a measure of its variability and becomes maximal for a
uniformly distributed random variable. It is important to note that if the density function of a
random variable

is of a known functional form, the entropy of this random variable can be

evaluated analytically by evaluating expression (5) for the given density function.
Two important examples with respect to the parametric estimation of mutual
information discussed in a later section are the entropies of univariate and multivariate
Gaussian distributions. Denoting the density function
distribution with expectation

and variance

of a univariate Gaussian
,

as
(6)

it can be shown by evaluating (5) for this choice of

, that the entropy of a random

variable distributed according to a univariate Gaussian distribution is given in bits by
(7)
and hence a monotonically increasing function of the logarithm of its variance. Similarly, the
entropy of a random vector of dimensionality
Gaussian density function

distributed according to a multivariate

with expectation

and covariance matrix

given by
(8)
is given by
(9)
7

and hence a monotonically increasing function of the determinant of its covariance matrix,
.
If two random variables
differential entropy

of

and
given

have a joint density function

, the conditional

is defined as
(10)

It can be shown [22] that expression (3) for the mutual information between

and

in terms

of their respective density functions can also be written as
(11)
That is, the information that
distributions of

and

conveys about

minus the variability of the joint distribution of

Equivalently, the information that
the variability of

is the sum of the variabilities of the marginal

conveys about

is the variability of

which is not accounted for by , i.e.

and

.

that remains after

, is subtracted from it. This

view of mutual information is reminiscent of more commonly employed variance
decomposition schemes such as classical one-way ANOVA used to infer dependencies
between random variables [24].
Functional brain imaging data analysis is traditionally dominated by the use of
concepts from classical statistics [4, 5]. In the following section, we review the equivalence
of mutual information to two more common measures of statistical dependency, namely the
correlation coefficient

and the log likelihood ratio statistic . The demonstration of these

equivalences is meant to provide some intuition for the relationship of various measures of
statistical non-independence. It is important to note that these equivalences apply in the
context of the models underlying the correlation coefficient and the log likelihood ratio
statistic, namely linear covariation of random variables, and the framework of the GLM.
Importantly, mutual information as a general measure of non-independence can detect
statistical non-independence also in the case that these conditions are not fulfilled [22].
8

Mutual information and the correlation coefficient
The correlation coefficient between two univariate random variables

and , defined

as
(12)
where

denotes the expectation value, is a measure of an affine relationship of

and

of

the form
(13)
for some fixed constants
denoted as

[25]. The correlation coefficient

is usually

and ranges between -1 and 1. For the special case of two univariate random

variables which are distributed according to a two-dimensional Gaussian distribution with
expectation

and covariance matrix
(14)

the mutual information between
coefficient

and

can be derived as a function of their correlation

[22]. Using expressions (7), (9), and (10) it can be shown, that
(15)

i.e. the mutual information between the random variables

and

is a direct (albeit

nonlinear) function of their correlation coefficient. For the case of statistical independence,
the correlation coefficient

is zero, and from (15) it follows that so is the mutual information

. On the other hand, if

, there is a perfect affine relationship between

and

and the mutual information is infinite. Computing the correlation coefficient between
realizations of two random variables

and

is hence directly equivalent to computing their

mutual information, if the two random variables are assumed to be sampled from a twodimensional Gaussian distribution, which is necessarily unimodal. Figure 1 demonstrates this
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equivalence.
------------------------------------------------------------------------------------------------------------- Figure 1 ------------------------------------------------------------------------------------------------------------

Mutual information and the log likelihood ratio statistic
In the mainstay of current fMRI data analyses, reliable stimulus-response signal covariation is assessed in the framework of the GLM [5]. Based on this model and the data, a or -value is computed, whose size is regarded as a measure of the reliability with which the
stimulus is evoking a response in each voxel’s signal. In the following section, we
demonstrate that in the context of the GLM the notions of a high -value (small -value) and
large stimulus-related mutual information for a given voxel are essentially equivalent. This
connection between mutual information and classical statistical hypothesis testing becomes
apparent when considering the likelihood ratio statistic used for statistical inference in the
framework of the GLM [26]. We briefly review the general case before considering a specific
example to demonstrate the equivalence of computing mutual information and computing an
-value.
In general, classical statistical inference is based on special cases of the general linear
model. In the framework of the GLM, the observations

, where

number of observations, are modelled by the weighted sum of
(usually summarized into the design matrix
identically distributed Gaussian error
, i.e.

where

indicates the
predictor variables

) and independently and

with expectation zero and variance
denotes the identity matrix:
(16)
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The common estimator for the free model parameters
estimator

is the ordinary least square

which is given by
(17)

The ordinary least square estimator has a number of important distributional properties (best
linear unbiased estimator) and is designed to minimize the residual sum-of-squares between
predicted and observed data, which as a function of

can be written as

, where
(18)
For the ordinary least square estimator , we hence have
(19)
Importantly, the minimization of the residual sum of squares with respect to

is equivalent

to maximizing the normal log likelihood function

(20)

of the data given the parameters with respect to

for fixed

.

The general linear theory of likelihood ratio testing predicates to use the ratio of
maximized likelihoods obtained from fitting the alternative models under consideration [27].
In the context of the GLM, two alternative models can be obtained by partitioning the design
matrix and corresponding parameter vector into two sets of predictors and weights, i.e. by
writing

and
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(21)

where

and
. In this context, the null hypothesis to be tested is
(22)

with the general alternative hypothesis

. Based on the assumptions of Gaussian

distributed error terms and by using the ordinary least square estimator, the maximized log
likelihood solutions (for fixed values of

) for both models are given by

(23)

and

(24)

Here
while

denotes the residual sum of squares upon fitting the reduced model

,

denotes the residual sum of squares upon fitting the full model

.

The likelihood ratio statistic is the ratio of the maximized likelihood functions for each
model, or upon taking the logarithm, the likelihood ratio criterion is given by the difference
of the maximized log likelihood functions

(25)

This last equation is of great intuitive appeal: the likelihood ratio criterion

is essentially a

measure of the reduction in the residual sum of squares (i.e. the model error) provided by the
addition of the second predictor set

. Hence, as the null hypothesis

becomes

less likely, the stronger the effect of reduction in the residual sum of squares accounted for by
the second predictor set. The distribution theory of the GLM, which assesses the distributions
of statistics computed based on the Gaussian distribution of the models error term, then yields
12

the following result:
freedom if

has an exact chi-squared distribution with

is known. As the variance

is usually unknown it is commonly substituted by

its estimate given the full model,
divided by

degrees of

. In this case, the log likelihood ratio criterion

is called the -value and has an

distribution with

and

degrees for

freedom, i.e.

(26)

To demonstrate the equivalence of this statistic with mutual information, we now consider a
simple example. Assume that

and

are two univariate random variables, which are

distributed according to a joint bivariate normal distribution

(27)

where

. The marginal distributions of

and

are then

given by
and
Alternatively, for samples

of

(28)
data points from the respective marginal

distributions5, we can consider two alternative linear models, a null model
which

is independent of , and an alternative model

under additive Gaussian noise
and

, in which

,

in

is equal to

. Computing the mutual information between

by substituting into equation (11) based on the analytical relationship between the

random variables

and

yields the expression

5

Importantly, in the case of the GLM the independent variable , i.e. the set of predictors or regressors, is
commonly assumed to be fixed, i.e. it is not a random variable. Intuitively, this corresponds to drawing a sample
from the marginal distribution
and keeping it fixed for all time. We denote this subtle difference between
the derivation of the mutual information and the log likelihood ratio criterion by writing for values of the
random variable in case of the derivation of the mutual information and for the fixed sample in case of the
derivation of the log likelihood ratio criterion.
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(29)
as shown in Appendix A, where the constants

and

Alternatively, deriving the likelihood ratio criterion

are given by A.7 and A.8, respectively.
based on the samples

yields the expression
(30)
where the covariance matrix component estimates are given by
and

and the constant

,

by B.13. In this special case (linear relationship

testing, Gaussian error terms), the expressions for the mutual information and the statistic of
the null hypothesis test
the constants

are hence equivalent up to a linear transformation based on
and a (monotone) log transform of the covariance matrix

(estimation) entry based terms

and

.

Information decomposition in neurophysiological experiments
The preceding sections have introduced the general theoretical basis underpinning
information theory. As previously mentioned, information theory has found a wide number of
applications, and for each application the questions that are being posed as well as the
characteristics of the input data vary markedly. However, the information theoretic approach
we are considering here, with a specific application to non-invasive neuroimaging data, has
its roots in the analysis of invasive electrophysiological spike count data [14, 16]. In this
context, the random variables about which inferences are made take on a specific meaning,
and decomposing the information between them takes on certain connotations, which are of
relevance for functional neuroimaging data analyses. It should be noted that these
connotations, commonly referred to as signal and noise correlations (or dependencies) [15],
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are not specific to a framework that has mutual information as its core quantity but, in
principle, could also be derived from different measures of statistical dependencies between
random variables, such as correlation coefficients. Nevertheless, they allow important
theoretical insights, which will be briefly reviewed and considered for the case of functional
neuroimaging data.
For invasive electrophysiological or functional neuroimaging experiments, the
random variables considered above take on a specific meaning: on the one hand a stimulus
variable , and on the other hand a (potentially multidimensional) response variable

. With

respect to the case of general random variables considered so far, it should be noted that
the unique feature that its marginal distribution
the experimenter. More generally,

has

is usually known, as it is determined by

takes the role of an independent experimental variable or

factor, since it does not necessarily need to be an externally delivered stimulus. For example,
it could also comprise a specific cognitive process, which can take on multiple levels, e.g.
attending or inhibiting a given stimulus, prompted by some experimental instruction.
Moreover, in the case of functional brain imaging experiments,

could also comprise a

simultaneously recorded behavioural response, as for example a decision or a reaction time.
Importantly in this case the marginal distribution of

is not determined by the experimenter,

and during data analysis needs to be estimated as well. Here, we will refer to
interchangeably as ‘stimulus’ or ‘independent’ variable. Further, we generally consider
be univariate (i.e.
response variable

, where

to

denotes the Borel- -algebra on ) and the

as multivariate (i.e.

). This is guided by the

intuition that any factorial experimental design can be collapsed onto its single-trial stimulus
combination, which can be coded as a unique univariate value

. However, the extension

of the information theoretic framework to a single multivariate independent variable
is straightforward.
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The most basic question addressed in an information theoretic approach to
electrophysiological or functional neuroimaging data analysis is how informative a given
(potentially multidimensional) response signal distribution
distribution of a stimulus variable
random variables
random variable

and

is with respect to the

. As above, the mutual information between two

can be computed as the difference between the entropy of the

and the conditional entropy of

given , i.e.
(31)

Here,

is usually referred to as ‘response entropy’, as it quantifies the overall variability

of the response variable, while

is referred to as the ‘noise entropy’. This

nomenclature arises from the intuition that

quantifies how much the response variable

varies between presentations of the same stimulus, i.e. in the absence of differential
stimulation. As usual in an experimental context, the term ‘noise’ comprises the lumped
processes not explained by the data analysis model, here the stimulus probability distribution.
In the case of bivariate or multivariate response variables, i.e. when at least two
different response measures are recorded simultaneously (for example data from two voxels
in fMRI, or from haemodynamic and EEG measures in combined EEG-fMRI experiments),
the question arises as to how informative the joint response variable distribution is with
respect to the independent variable. Depending on the character of the co-variation between
the univariate response variables, different scenarios are possible. This is the central topic of
the analysis of noise and signal correlations.
Intuitively, noise correlations refer to response variable co-variation at fixed value of
the independent variable, e.g. in the absence of differential stimulation. In the context of
fMRI, noise correlation between two neighbouring voxels could for example arise because
these two voxels essentially measure the blood oxygenation level dependent (BOLD)
16

response of the same brain region. In the context of simultaneous EEG-fMRI, noise
correlation between an electrophysiological data feature (e.g. the gamma frequency power at
a specific electrode) and a haemodynamic data feature (e.g. the maximal BOLD response in a
given region of interest) could arise because the BOLD data feature simply reflects a linearly
convolved equivalent of the EEG feature. More formally, noise correlations are present if the
simultaneously obtained joint response probability

is not identical to the conditionally

independent joint response probability, i.e. when
(32)
Noise correlations are measured at fixed values of the independent variable , and hence
exclude all response signal co-variation that arises because of shared stimulation. A common
measure for the amount of noise correlation for a bivariate response variable is the average
stimulus-conditional mutual information between response variables across stimuli, denoted
as
(33)
where

denotes the cardinality of the independent variable set.
Conceptually, signal correlations comprise the complementary counterpart to noise

correlations. Signal correlations refer to correlations between response variables solely
induced by differential stimulation in the absence of noise correlation. That is, two response
variables are purely ‘signal correlated’ if they are independent at fixed value of the
independent variable, i.e.
(34)
but not independent across different values of the independent variable, i.e.
(35)
where the corresponding joint probability distribution
17

is conceived to have arisen

by marginalization of the full stimulus-response joint distribution

, i.e.
(36)

In experimental data a mixture of both noise and signal correlations will generally be
observed. The information theoretic approaches reviewed here primarily aim to quantify the
relative contributions of noise and signal correlations to the information content a
multivariate response variable conveys about a stimulus variable. Signal correlations always
reduce the overall information content, while noise correlation can reduce it, leave it
unchanged or even increase it, given certain conditions [28, 29].
A number of different ways in which to partition the information the joint response
variable distribution conveys about an independent stimulus variable have been proposed in
the literature and have been reviewed extensively [14-16, 30-33]. We will hence only provide
an introduction to these information breakdown schemes, and refer the reader to the original
review articles. Moreover, we will below discuss the need for the theoretical development of
information breakdown schemes tailored to the specificities of brain imaging data.
Common information breakdown schemes for the analysis of electrophysiological
data decompose the information about the stimulus/independent variable obtained from a
multivariate response variable into a sum of at least two contributions: the sum of the
information that each response variable marginal distribution conveys about the stimulus and
a Synergy term:
(37)
where

denotes the information that the th (univariate) response variable conveys

about the stimulus and

denotes the number of univariate response variables that form the

multivariate response variable.

is the sum of the information conveyed about

the stimulus by each univariate response variable marginal distribution, and is used as a
reference term, since in the case of independent response variables the information conveyed
18

by the respective multivariate joint distribution would be exactly equal to this sum. However,
in general this does not need to be the case, and deviations of

from

are

possible in both positive and negative directions. Intuitively, if the response variables were
completely correlated, the maximum information conveyed by the joint distribution would
equal the information conveyed by each univariate response variables, and hence
(38)
On the other hand, if the joint response variable distribution conveys more information about
the stimulus than the sum of the respective marginal distributions, for example due to the
differential selectivity of different response variables to different stimulus features in a 2 x 2
dimensional stimulus space, we have
(39)
In the first case, the response variables are labelled ‘redundant’, while in the second case the
response variables are labelled ‘synergistic’. Below we will discuss a case from simultaneous
EEG-fMRI recordings in which the observation of synergistic effects would have an
interesting neurobiological interpretation and provide some justification for multimodal
imaging approaches (Figure 3). For further details about how the synergistic term can be
decomposed with respect to signal and noise correlations, we refer the reader to [14, 15].
On the more conceptual level, previously developed information partitioning schemes
for invasive electrophysiological recordings evaluate how much information an observer of
the neuronal response (commonly assumed to be an area higher in the cortical hierarchy) can
obtain about the stimulus. This metaphor is perfectly valid for invasive electrophysiological
recordings. However, in the case of functional brain imaging, this approach is not that
straight-forward: given that the common assumption is that the brain activity of interest is the
neuronal and not the haemodynamic, information decoding from metabolic brain responses is
unlikely to be a mechanism exploited by the brain. While the overall amount of represented

19

information in non-invasive brain signals clearly speaks to the identification of cognitive
processing stages, with respect to the information partition there are also other aspects that
are important. For example, for the case of multivariate voxel pattern analysis, the degree of
spatial covariation of voxel responses is clearly of neurobiological interest in a brain mapping
context, going beyond the question of whether a given stimulus can be decoded based on a
multivariate response. Furthermore, in the case of multimodal brain imaging, even more
intricate questions arise. For example, how can stimulus dependent and independent EEGfMRI co-variation be used to estimate potential complementarities of the two modalities with
respect to their representation of the neuronal response? In what way do EEG and fMRI
signals complement each other in the spatial representation of information? In what way do
EEG and fMRI signals complement each other in the temporal representation of information?
Future approaches using information breakdown schemes in the context of functional
neuroimaging data analysis should hence be motivated from the specific questions that arise
for these surrogate measures of neuronal activity, and not be based on the metaphor of an
observer of the neuronal response.
Finally, it should be reiterated that the questions of information decomposition, signal
and noise correlations, and response signal synergy for multivariate response variables, are
not specific to the use of mutual information as a measure of statistical dependencies. While
it attracts these questions due to its close ties to the underlying probability distributions, any
other way of establishing statistical dependencies in stimulus conditional or non-conditional
manner (for example in the context of the GLM) is equally prone to similar issues [34-37].

Estimating Mutual Information
Despite the elegance and simplicity of the theoretical framework, information
theoretic analyses of experimental data are complicated by the difficulty of estimating mutual
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information values in an unbiased manner given a limited number of data points [17, 38]. As
discussed above, information theoretic quantities are functionals of probability mass or
density functions. Estimation of mutual information hence requires, at least in principle, the
estimation of the entire joint probability distribution of a given set of experimental variables.
This is a marked difference to methods in classical statistics, where estimators such as the
sample mean and sample standard deviation are typically functions of the realizations of
random variables, but not of the corresponding probability density functions. The estimation
bias problem for entropy and mutual information has received a lot of attention in the
statistical and electrophysiological literature and a large number of different methods have
been developed for its correction (see [17] for a review). In the following, we will review the
notion of estimation bias, and a recent development for the case of functional neuroimaging
signals, the Gaussian method. Moreover, we will hint at some potential improvements of this
parametric bias correction approach.
Intuitively, the notion of a sampling bias of a statistic (such as entropy or mutual
information) can be understood as the difference between the expected value of the statistic
computed from the probability distribution estimated from

trials, and its value

computed from the true underlying probability distribution. Informally, the sampling bias of a
statistic hence is the deviation of its average over many sampling experiments from the true
probability distribution with

trials from its value determined with

trials. The

sampling bias of a statistic is dependent on a number of factors, including the number of trials
for which it is evaluated, the properties of the true underlying probability distribution,
as well as the estimator itself. Panzeri et al. [17] provide numerical simulations that illustrate
the problem of the sampling bias for estimating entropy and mutual information. Specifically,
the authors demonstrate that finite sampling renders uncorrected entropy estimates biased
downwards. Intuitively, this can be explained by considering entropy a measure of
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variability: the fewer trials are obtained, the less likely it is that the full range of possible
states of a random variable is sampled, and hence the lower the estimated entropy.
Furthermore, as in an experimental context the estimation of
than the estimation of

is based on fewer trials

, the estimate of the stimulus-conditional response entropy is

more strongly biased downwards than the estimate of the full response distribution entropy.
The bias of the mutual information

is the difference between the bias of

and

, and hence is commonly biased upwards. Intuitively, this can be explained by finite
sampling introducing spurious stimulus-dependent differences in the response probabilities,
which make the response signal distribution appear more informative than it really is6. Bias
correction procedures commonly employ some parametric or nonparametric constraints on
the (assumed) true probability distributions and, based on analytical results, provide
quantities that can be subtracted from the estimated mutual information. Commonly
employed bias correction techniques in neurophysiological data analyses are Panzeri-Treves
correction, quadratic extrapolation, best universal bound estimation, and NemenmanSchafee-Bialek and shuffling correction [17]. In the following section, we discuss a novel
parametric approach for bias control.
In [14, 15] the authors propose a parametric approach for entropy and information
estimation in the application of information theoretic concepts to functional brain imaging
data. Consistent with the prevalence of Gaussian models in the analysis of functional imaging
data [41, 42], the proposed method capitalizes on analytical results for the estimation of
entropy of multivariate normal distributions [40]. Specifically, under the assumption that both
the distribution of response signal values across stimuli as well as the stimulus-conditional

6

An analogous example would be the bias/over-fitting problem of the maximum likelihood estimator
( :
number of trials, : th observation ) for the expectation of a Bernoulli distribution
modeling
for example the toss of a fair coin (
) [39]. If
denotes the observation of a head, the observation of
two heads in sample of
trials would indicate
and hence, that all future observations should be heads. Clearly,
this belies experience. One approach to parametric entropy bias correction is hence to find estimators that are ‘more optimal’
then commonly employed estimators based on the maximum likelihood principle [40].
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response signal distributions are normally distributed, the respective entropies are analytically
given by
(40)
and
(41)
where

and

denote the determinants of the response signal and stimulus-conditional

response signal covariances matrices as discussed above. Since estimators of

and

are readily available as the determinants of sample covariance matrices, the introduction of
the Gaussian assumption reduces the problem of estimating the complete probability
distributions

and

to the problem of estimating the parameters of Gaussian

distributions.
It has been observed that the maximum likelihood estimators for covariance matrices
are often not optimal and better alternatives can be found. Misra et al. [40] hence addressed
the following problem: let
distribution

, where

positive-definite covariance

be a random sample drawn from a
,with unknown expectation

-variate normal
and unknown

. In order to describe the quality of an estimator for the

entropy of the underlying Gaussian in such a scenario, Misra et al chose the quadratic loss
function [43]. In this context, the bias function of an estimator

of

is given by
(42)

where

denotes the parameter set of the underlying Gaussian distribution. Misra et

al. [40] show that the best affine equivariant estimator of

, which is also unbiased, is

given by
(43)
where

denotes the sample covariance matrix and
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is given as a function of the number of

sample points

and the dimensionality of the Gaussian distribution

by
(44)

Here,

denotes the digamma function, i.e.

with

(45)

for the gamma function

defined by
(46)

In summary, under the assumption of the quadratic loss function, the problem of
estimating the entropy of a multivariate Gaussian distribution based on a sample of

data

points reduces to the problem of estimating the logarithm of the Gaussian covariance matrix
determinant. This can be achieved in an unbiased manner augmenting the estimate of the
covariance matrix given by the sample covariance matrix using an additive term which is
analytically determined from the sample size

and the dimensionality of the Gaussian

distribution . Applying this concept to both the estimation of response entropy and noise
entropy (in the latter case this includes the estimation of each stimulus conditional entropy)
thus results in unbiased estimates of the relevant entropies and subsequently in unbiased
results for the mutual information.
Obviously, the success and validity of this Gaussian method for information
estimation is predicated upon the assumption that both the overall response signal distribution
as well as the stimulus-conditional response signal distributions are indeed Gaussian. In the
limit of an infinite number of different stimuli, each of which results in a Gaussian stimulusconditional distribution, this is well justified by means of the central limit theorem. However,
functional imaging studies typically involve a relatively small number of stimuli/conditions,
especially in the case of fMRI which is based on the relatively low temporal resolution of the
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haemodynamic response. For the case of few stimuli, it is hence very well conceivable that
the response signal distribution across all stimuli is not unimodal, but multimodal (see Figure
2 for an example from combined EEG-fMRI recordings). In this case, the Gaussian
assumption for the response signal distribution underlying the Gaussian method does not
hold, and the method is not applicable.
---------------------------------------------------------------------------------------------------------------- Figure 2 ---------------------------------------------------------------------------------------------------------------A potential extension of the Gaussian method in its current form lies in the
assumption that the overall response signal distribution is not given by a single Gaussian, but
a Gaussian mixture of the form
(47)
with mixture coefficients

corresponding to the stimulus probabilities as illustrated in

Figure 2 [44]. Based on this assumption, a Gaussian mixture approach for information
estimation for functional imaging response features could proceed in analogy to the Gaussian
method in its current form as follows: in a first step, a single Gaussian density is fitted to each
stimulus conditional distribution using maximum likelihood. In the second step, the entropies
of these conditional distributions and the entropy of the mixture of Gaussians across stimuli
are evaluated based on the differential entropy solutions of Gaussian random variables. In the
third step, the analytical entropy bias estimates for a Gaussian mixture with
and

components

experimental trials is determined and subtracted from the estimated differential

entropies. Finally, the information theoretic quantities are evaluated as before. The crucial
theoretical advancement that is required for this scheme is the analytical determination of the
entropy bias of a Gaussian mixture model. This is complicated by the fact that no closed form
for the entropy of a Gaussian mixture exists, due to the summation over components in the
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logarithmic term. However, Huber et al. [45] recently proposed an entropy approximation
approach for Gaussian mixture models based on a multivariate Taylor expansion of the
logarithmic term. Combining these approximative analytical results for Gaussian mixtures
with the entropy estimation results by Misra et al. [40] potentially could provide a means for
adapting the Gaussian method proposed by Magri et al. [15] to the case of few stimuli
typically encountered in empirical functional brain imaging studies.
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Empirical studies
In the following we review a selection of functional brain imaging studies that have
employed information theoretic concepts in a variety of neuroscientific and experimental
domains. The range of contexts in which information theoretic concepts have been applied to
functional neuroimaging questions demonstrates the immense versatility of this approach.
To begin, we will summarise a number of simulation-based studies that have used
information theoretic concepts in order to relate cortical neuronal activity and fMRI signals
[46-48]. These studies did not aim to estimate mutual information quantities directly from
empirical functional neuroimaging data, but they provide interesting applications of
information theoretic concepts in the general domain of functional neuroimaging.
Nevado et al. [46] investigated the question of how neuronal population information
on the level of spiking activity propagates to fMRI signal information at the voxel level. To
this end, the authors took a quasi-analytical approach based on Gaussian tuning models of
both single neurons and a voxel's neuronal population, and assumed a linear relationship
between the sum of the spiking activity of all neurons within a voxel and its fMRI signal. In
order to gain insight into questions of sensory representation, the authors used Fisher
Information as a measure of the best representation of a specific stimulus value and
(Shannon) mutual information as a measure of the discriminability of a given stimulus
between different voxels. The authors studied the behaviour of both neuronal population and
fMRI information quantities while varying the tuning parameters of the Gaussian single
neuron and neuronal population model. For example, the authors investigated whether the
mutual information conveyed by the joint activity of neurons about a stimulus set can be
described or predicted by measuring either fMRI signal changes evaluated at the voxel's
preferred stimulus or the fMRI mutual information. It was found that the fMRI mutual
information covaries linearly with the neuronal population mutual information, provided that
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the tuning bandwidth is large enough with respect to the voxel's breadth of stimulus
selectivity, i.e. at high spatial resolution. In more general terms, it was demonstrated that the
voxel with the strongest fMRI signal did not necessarily represent the most information.
While based on low-complexity, static models of neuronal activity and haemodynamic
coupling, this study nevertheless demonstrates the complexities encountered when aiming at
inferring neural information encoding from functional imaging data.
In Friston et al. [48] the authors used an information theoretic argument to
demonstrate the optimality of the biological principle of cortical functional segregation which
implies neuroanatomical convergent and divergent connections. Specifically, the authors
demonstrated that maximal information transfer for a given area of cortex will occur in a high
input to low output regime, if a) the signals in the convergent afferents are correlated and b)
the signals of divergent efferents are uncorrelated. The information theoretic argument of this
study was based on the dependency of the upper limit of the area's output entropy on the
autocorrelation function of a multivariate Gaussian input model. This dependency was
estimated using principal component transformation. To validate the information theoretic
argument empirically, the spatial coherence of neurophysiological activity measured with
PET was demonstrated by means of its autocorrelation function. Comparison of functional
PET data to a phantom baseline confirmed the hypothesis that afferent cortical activity
exhibits auto-covariance. This study provides some intuition about the questions that more
direct applications of information transfer in neuroimaging can potentially address.
Finally, Chawla et al. [47] took yet a different route for linking simulated neuronal
population activity with functional imaging signals by means of mutual information. Based
on the Hodgkin-Huxley formalism [49], the authors simulated time-series of singlecompartment units to create a network of two neuronal populations that were reciprocally
connected. Using a variety of inputs to this system, the authors then asked whether averaged
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macroscopic observation of the simulated activity could be used to make inferences about the
coherent or phasic dynamic interactions of neural activity. To this end, the authors
characterized the short-term correlation structure between the two populations by means of
their joint-peristimulus time histogram. To test the null hypothesis that all the elements of the
joint-peristimulus time histogram were jointly zero, the authors computed the mutual
information between the stimulus-induced transient after mean rate correction. This approach
allowed dynamic correlations to be included which would have been missed if only the
average correlations implicit in the cross-correlogram had been assessed. By means of these
analyses, a consistent relationship between the integrated rate over the peri-stimulus time
histogram (likely one of the key players in generating functional imaging signals) and the
coherence modulation (the mutual information associated with dynamic correlations) was
demonstrated. It was concluded that, predicated on the validity of the assumptions of the
neural model, functional neuroimaging might not be completely insensitive to event-related
fast coherent interactions of neuronal populations.
In addition to these general uses of information theoretic concepts in the context of
functional neuroimaging, several studies have directly estimated mutual information
quantities from fMRI and EEG data. The focus of the review of these studies below is on the
questions informed by information theoretic quantities and the technical details of how these
were estimated.
De Ajauro et al. [50] proposed a method for the analysis of event-related fMRI time
series based on the estimation of Shannon entropy. To demonstrate their approach, the
method was applied to fMRI data acquired under visual and motor simulation in a single-trial
design consisting of 3-5 s stimulation and subsequent 15 – 20 s of rest using an EPI-sequence
on a 1.5 T scanner. Based on the argument that conventional methods for the analysis of
event-related fMRI time series are based on explicit models of the haemodynamic response
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function (HRF), which might or might not be valid for a given experimental context and
cortical region, the authors proposed an alternative approach to detect activated brain areas.
Specifically, each voxel’s post-stimulus time-window was divided into two segments, the
first of which contained the event-related signal increase (~ 0-10 s) and the second the baseline signal. For each time-window, a histogram analysis was proposed which discretized the
possible signal values and pooled (not averaged) the time-wise measurements to determine
the probability of the signal assuming a specific value. Based on these probability mass
functions, the entropy of the signal in each time-window was computed. As the first timewindow was assumed to contain the evoked response and hence was likely to be more
variable then the second time-window, the entropy values in the first time-window should be
larger than in the second. To create a statistical map based on these entropy time-courses for
each voxel, the cross-correlation between the entropy signal and a simulated saw-tooth
function was used. The results of this approach demonstrated good topographical
correspondence between areas labelled activated by the entropy method and a classical crosscorrelation method using a lagged gamma function as a model for the HRF. The authors
noted that, while being model free, the approach still required an implicit model of the HRF
which was used in the determination of the two time-windows.
Using a series of different experimental paradigms (motor-learning, audio, visual and
audio-visual) Fuhrmann Alpert et al. [51, 52] provide the most comprehensive application of
information theoretic concepts to the analysis of fMRI data to date. Based on the same
arguments as the study by de Araujo et al. [50], the authors proposed a model-free approach
to fMRI time-series analysis based on the computation of mutual information quantities.
Three questions were central to the work of Fuhrmann Alpert et al. [51, 52]: a) which voxels
are most informative about a preceding stimulus condition, b) at what post-stimulus time are
the voxels most informative about the stimulus condition, and c) how informative is a set of
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voxels (region-of-interest) with respect to another set of voxels irrespective of the timings of
the experimental paradigm? To gain insight into these questions, the authors used the
following approaches. With respect to the spatial specificity of the information content, the
stimulus conditional entropy of the BOLD response was calculated for each voxel, for each
post-stimulus latency as a multiple of the TR, i.e. for each sampling point. Likewise, the
stimulus unconditional entropy of the BOLD response was computed by pooling all sampling
data across the entire time-series. Entropy estimation was achieved by discretization of the
voxel’s response values with a constant bin size for both conditional and unconditional
entropies, histogram-based estimation of the probability mass function and subsequent
evaluation of the equations for the respective entropies. To create spatial information maps,
the latency of maximal informativeness was then determined for each voxel i.e. the mutual
information values were displayed for different post-stimulus latencies. In order to threshold
these maps, a shuffling approach was used to determine a mutual information-significance
threshold based on a null distribution. Specifically, data from the 15 voxels with the highest
information content about a chosen condition were used to compute the average mutual
information for 100 randomized permutations of the BOLD time series relative to the
experimental reference function. The mutual information significance threshold was then set
as the mean of those 15 values, or alternatively, its mean plus one standard deviation across
the 15 voxels. Similarly, in order to address the second question concerning the timecourse
with which voxels were informative, the authors plotted the post-stimulus latency for each
voxel that maximized its information content in map format for significantly informative
voxels. Finally, in order to use mutual information as a measure of the functional connectivity
between a pair of pre-selected regions of interest, the unconditional entropy of a first region
of interest and its conditional entropy, conditioned on each of 6 possible response values of a
second region of interest, were computed. This analysis was performed for a range of

31

possible latencies spanning both positive and negative values.
Using these three approaches, in [51] the authors provided evidence that during motor
learning, task related information of unimodal motor cortical areas precedes the response in
higher-order multimodal association areas, including posterior parietal cortex. Moreover,
prefrontal brain areas associated with reduced activity during motor learning are informative
about the task at later times. In [52], it was demonstrated that after audio-visual stimulation,
the earliest informative activity occurs in right Heschl’s gyrus, left primary visual cortex, and
the posterior portion of the superior temporal gyrus. At a subsequent latency, informative
activity was detected in the anterior portion of the superior temporal gyrus, middle temporal
gyrus, right occipital cortex and inferior frontal cortex. Interestingly, simultaneous audiovisual stimulus presentation resulted in shorter latencies in multiple cortical areas compared
with unimodal auditory or visual stimulation.
The study by Kriegeskorte et al. [53] provides an example for the use of mutual
information estimation in the context of multi-voxel pattern analyses [12]. Here, the authors
aimed to get insight into the representation of face identity in the ventral visual stream,
specifically in the fusiform face area (FFA) and anterior infero-temporal cortex (aIT) [54].
Based on mutual information estimates, it was demonstrated that the right aIT, but not the left
aIT (and neither the left nor right FFA), contained fine-grained information about a visual
face stimulus. In contrast to standard fMRI designs, only two different face stimuli were
intentionally employed to avoid averaging over multiple stimuli in the creation of single-trial
response patterns. A rapid event-related fMRI design consisting of the presentation of two
different face images matched for low-level visual feature for 400 ms with a minimal
stimulus-onset asynchrony of 3s was employed. As single-trial response pattern estimates, the
average of 20 s of fMRI data acquired after a single 400 ms presentation of the respective
face stimuli were used. To estimate the mutual information between the dichotomous
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stimulus variable and the ROI multi-voxel activation pattern, the following approach was
used: based on a subset of the data from the respective ROI of a single-subject the Fisher
linear discriminant [39] was determined as a set of linear weights that defines the dimension
that best separates the two response stimulus distributions. Based on these weights, the ROI
multivariate single trial data of a second data subset were projected onto a univariate response
variable yielding the joint stimulus-response distribution

required for computation of

the mutual information. These response estimates and their standard errors define two
stimulus conditional univariate normal response signal distributions, which were then used to
compute the mutual information.
The study by Rolls et al. [55] provides an example of an explicit comparison of the
information theoretic approaches to functional neuroimaging discussed here, and multi-voxel
pattern classification techniques. Moreover, it makes use of an approach to information
estimation that explicitly targets the undersampling problem encountered in high dimensional
response spaces (multiple voxels) with relatively few experimental trials per condition. The
information theoretic approach was used to measure how well activations of a given set of
voxels in a pre-determined region of interest can predict or discriminate between the affective
state of the subject, i.e. how well the voxel pattern activations differ between different
subjective judgements of a thermal stimulus. To estimate the information values, a decoding
approach developed previously [56] was used to optimally cope with the undersampled
response space. The central idea of this approach is to compute the mutual information not
directly from the observed joint stimulus-response distribution
joint distribution of stimulus and predicted stimulus

,

but instead from the
. This distribution is spanned

by the product of the dimensionality of the stimulus space, and not by the product of the
dimensionality of the stimulus and response space, and is hence less undersampled for high
dimensional response spaces. The predicted stimulus was obtained by comparing a given test
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multi-voxel activation pattern to a training multi-voxel activation pattern obtained by
evaluating the activations to known stimuli. To account for the limited sampling bias, the
estimated information values were then corrected using Panzeri-Treves bias correction [57].
Using this approach, it was found that the subjective pleasantness of the stimulus could be
predicted with 60-80% accuracy from the activations of voxels located in orbitofrontal medial
prefrontal and pregenual cingulate cortex, with an information equivalent of 0.1 – 0.2 bits
(theoretically possible maximum of 0.6 bits in this case). Further, the information
estimates/decoding accuracies were typically higher with multiple voxels compared to one
voxel. The information estimates increased sublinearly with the number of voxels, indicating
redundant information representation between voxels. These redundancy effects were found
even if the analyzed voxel data originated from regions of interest in different brain areas. By
comparison of their results with single-cell physiology data, the authors concluded that the
integrating property of the fMRI signal potentially reduces information represented by small
populations of neurons.
Two studies by Ostwald et al. [58, 59] investigated the applicability of information
theoretic concepts to questions of multi-modal integration of simultaneously acquired EEG
and fMRI data. Of special interest to this body of work is the question of how the insights on
both the conceptual and practical information estimation obtained from the analysis of
invasive neurophysiological data can or cannot be transferred to the functional neuroimaging
domain. With respect to combined EEG-fMRI [9, 60], the information theoretic approach
allows the investigation of stimulus-coding in both domains, as well as crucial questions
regarding possible synergistic or redundancy effects (from the joint response distribution), on
a purely probabilistic, and hence ‘model-free’ basis. In Ostwald et al. [58] the authors
propose the application of an information decomposition scheme [16] for the analysis of
simultaneous EEG-fMRI data. Motivated by the prevalence of Gaussian models in functional
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neuroimaging data analysis, the study investigated the information theoretic signatures of
low-complexity linear Gaussian models [39] using experimental parameters (number of
possible stimuli, number of possible trials). Furthermore, for the analysis of spatially preselected simultaneous EEG-fMRI data, a bias correction approach combining methods
developed in the analysis of neurophysiologial data (Panzeri-Treves-correction [57], shuffling
correction [61]) were supplemented by subtracting out the remaining bias obtained in
sampling from Gaussian null models using the parameters of the ensuing experiment. On a
neurophysiological level, the study demonstrated the sensitivity of the information theoretic
framework to contrast level encoding in both EEG and fMRI features, while questions of
activity dependence, noise dependence, and synergy remain relatively vague, due to the
complexities of estimating the respective quantities. A follow-up study [59] avoided the need
to spatially preselect the input data (i.e. particular electrodes or regions of interest) by
proposing a voxelwise information theoretic analysis upon projection of time and frequency
domain EEG data into three-dimensional space based on the LORETA formalism [62-65].
Future work will address questions of information estimation based on parametric
assumptions as discussed above, as well as applications to experimental paradigms involving
cognitive tasks.
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Discussion
In this review, we have discussed an information theoretic approach to the analysis of
functional brain imaging data, which has its roots in the analysis of invasive
neurophysiological recordings and capitalizes on the use of mutual information to describe
the non-independence of experimental variables of interest. We further reviewed a variety of
functional imaging studies with both a theoretical and an empirical focus to demonstrate the
versatility of the framework in its applications to functional brain imaging data. In the
following we will reiterate the trade-offs of applying information theoretic concepts to
empirical data and close on an outlook on future developments and applications.
The use of entropy as a measure of a signal's variability, as well as the use of mutual
information as a measure of the non-independence of two or more signals, is motivated by
their model-free character. Unlike other measures of covariation of random variables (e.g. the
correlation coefficient or the general linear model, as discussed above), the mutual
information of two random variables does not imply an affine relationship and does not imply
normally distributed residuals. It hence has the potential to unveil important signal
relationships in the absence of linearity and Gaussian residuals, while remaining as sensitive
to affine relationships as standard methods based on these assumptions. The central quantities
of the framework are functionals of probability distributions, which guides the data analytical
approach to a direct assessment of the signal's underlying probability distribution, the most
comprehensive description of empirical data.
The embedding of entropy and mutual information into an information decomposition
framework for the analysis of neurophysiological data allows the direct assessment of the
influence of signal and noise correlations in neural coding (e.g. [66]). From a functional brain
imaging point of view, this allows the impact of signal correlations between brain regions
(e.g. voxel time-courses in fMRI) or neurophysiological signatures (e.g. in simultaneous
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EEG-fMRI) on the neural representation of perceptual and cognitive processes to be assessed.
More specifically, it allows questions regarding the role of redundant or synergistic aspects of
the neural code to be assessed directly. This conceptual simplicity and generality makes the
application of information theoretic concepts to empirical data highly appealing. However, a
number of important practical issues need to be considered when trying to estimate
information theoretic quantities from empirical data.
The first, and perhaps most important, aspect concerns the question of feature
selection, i.e. the selection of the data characteristic whose probability distributions one
would like to examine. While exhaustive feature searches are at least conceptually possible, it
is likely that feature selection will always be guided by the experimenter's intuition and
relevant background literature. It should be noted that the framework requires the imaging
data acquired on a single trial to be collapsed to a single (potentially multivariate) data point
(e.g. the maximum of the HRF). This dimensionality reduction is commonly based on
assumptions about the potential relevance of different aspects of the data (e.g. time- vs.
frequency-domain features) and hence always entails the experimenter's theory (or model)
about the neurobiological origin and significance of the signal. While previous applications
of the framework commonly relied on the extraction of univariate single-trial data points
directly from the sampled raw data, feature extraction could potentially be augmented using
analytical models of the single-trial response [67, 68]. Fitting these single-trial models (e.g.
of the HRF for fMRI or the evoked potential for M/EEG) to observed data and using singletrial parameter estimates of the ensuing model-fit for subsequent information theoretic
analyses might potentially allow a more principled and neurobiologically-grounded data
analysis approach with higher signal-to-noise ratios.
A second important aspect in the application of information theoretic concepts to data
analysis concerns the optimal estimation of the underlying probability distributions (and
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hence information theoretic quantities) as discussed in detail above. It seems likely that no
one optimal strategy for all data types, be it non-parametric or parametric, will be identified.
From a technical viewpoint, it is important to investigate the trade-offs of potential estimation
methods. Furthermore, if an estimation method is based on parametric assumptions (e.g.
Gaussian mixture models as discussed above), it is important to study its ties to established
methods such as the general linear model and the limitations it entails for the generality of
mutual information. Practically, it might be worthwhile to examine the performance of
different approaches to entropy and mutual information estimation for a given functional
imaging data set (perhaps supplemented with numerical simulations) to allow informed
choices on the specific approach when trying to draw neuroscientific conclusions. Beside
these technical developments a number of future extensions of the information theoretic
framework for functional brain imaging data analysis are conceivable. Here, we will focus on
its role in fMRI multi-voxel pattern analyses, simultaneous EEG-fMRI, and studies of
functional integration.
Multi-voxel pattern analyses (MVPA) of fMRI data have become popular during the
last decade. While early studies (e.g. [69-72]) tended to focus on demonstrating that an
advanced classification scheme (e.g. a support vector machine) is able to learn and generalize
multivariate responses under different experimental conditions, current approaches aim to
incorporate some biological intuition about the signal's generation into the analysis [73, 74].
In principle, the classification accuracy that a given statistical model can achieve in a crossvalidation-based MVPA and the mutual information the respective voxel activation profile
conveys about the experimental variable at hand, are directly equivalent [11]. Moreover,
estimating the mutual information for a given voxel activation pattern instead of classification
accuracy would allow a more principled approach to identify informative data aspects and
enable better between-studies comparison. Furthermore, in addition to providing insight into
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the question of whether a given voxel activation pattern is informative about an experimental
variable, the focus on signal and noise correlations that is implicit in the information theoretic
framework allows the influence of voxel-by-voxel covariation in information encoding to be
assessed directly. This spatial covariance, especially when sensitive to different experimental
contexts, might provide important evidence about the neural code that is discarded if the dataanalytical focus is restricted to overall classification accuracy. However, while the
information theoretic approach discussed here provides a richer and more principled
approach to MVPA than currently employed frameworks, it should be noted that the
advanced

machine

learning

algorithms

commonly

employed

provide

excellent

generalizability from training to test data, and hence might be more sensitive to pattern
information than current approaches to the estimation of mutual information. Future
methodological studies might address questions of both sensitivity and specificity for the
estimation of information based on direct approaches as discussed here and classificationalgorithm based approaches for MVPA as pioneered in Rolls et al. [55]. A formal treatment
of the relationship between cross-validation based classification accuracy for a given
classification algorithm and mutual information would be a first step to identify potential
trade-offs in applying both approaches to fMRI MVPA.
Information theoretic concepts have been recently applied to the analysis of
simultaneous EEG-fMRI data [58, 59]. In this context, the information theoretic framework
allows both questions of neural coding and neurovascular coupling to be addressed in a
unified framework. So far no attempt has been made to tailor an information decomposition
scheme to the particular questions of interest in simultaneous EEG-fMRI. An important
aspect for future work would hence be to adapt schemes developed for the analysis of
invasive neurophysiological more closely to the scientific questions of importance to
simultaneous EEG-fMRI. In particular, the question of synergistic effects in simultaneous
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EEG-fMRI data is of primary importance for the successful integration of both modalities in
the study of brain function: synergistic effects between the two modalities would argue for a
differential selectivity of EEG and fMRI features to different stimulus features, and hence for
the representation of different neurobiological substrates underlying each imaging modality.
Such an observation would be interesting, because it would allow a more comprehensive
characterization of neuronal processes from combined EEG-fMRI recordings than that based
on the assumption that EEG and fMRI reflect the same underlying neuronal process. If the
two modalities are simply different ways of measuring the same neuronal processes, the
observation of each modality in isolation would be perfectly valid and the need for
simultaneous recordings would be considerably diminished (see Figure 3 for an information
theoretic argument for the simultaneous acquisition of EEG and fMRI data).
---------------------------------------------------------------------------------------------------------- Figure 3 ------------------------------------------------------------------------------------------------------------As such, information theoretic depictions of simultaneous EEG-fMRI data might act as an
important precursor and companion of Bayesian forward model based approaches to EEGfMRI integration [75-78], both conceptually, as motivating the structure of the generative
forward model, and practically, by determining the form of prior distributions.
This review has focused on the use of information theoretic concepts in the study of
functional specialization. However, the study of functional integration is of equal importance
to our understanding of the neurobiological underpinnings of brain function, and requires
techniques to address the issue of how multiple, distributed brain regions communicate in
order to produce a functioning network. Placed in these terms, the suitability of information
theory, a tool specifically developed for the study of network communication, seems clear.
Indeed, although mutual information itself does not deal with the directionality or time40

varying nature of the link between systems, information theoretic measures are available to
address these questions. As an example, transfer entropy [79] is a measure of directed (timeasymmetric) information transfer which, as has been shown for mutual information above,
bears equivalence to more commonly used metrics such as Granger causality under certain
assumptions [80, 81]. While tools from directed information theory have yet to find
widespread application in neuroscientific contexts, there is an increasing interest in
understanding and characterizing the functional and structural basis of brain networks,
particularly in terms of directed and undirected graph theory [82-84]. The points that have
been made previously regarding the advantages of information theory over other measures of
statistical non-independence may also prove valid when considering measures of
connectivity.
The most fundamental model for empirical data observed repeatedly under identical
conditions (or, from a Bayesian viewpoint, only once as well) is modern probability theory
[85]. Information theory, with its core quantity the Kullback-Leibler divergence [23] between
a joint distribution and its factorized equivalent, is perhaps the most principled approach to
investigate non-independence of random variables as models of experimental observations.
This review has demonstrated how this probabilistic framework can be used creatively in the
analysis of functional brain imaging data and hinted at some future developments for its
successful use in the advancement of our understanding of brain function.
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Appendix A
In the following, we derive the mutual information for two univariate random variables

and

jointly distributed according to a bivariate Gaussian distribution, i.e

(A.1)

The marginal entropies of are given by substituting into equation (9) by
(A.2)

and

(A.3)

The joint entropy of

and

is given by

(A.4)

Substituting into equation (11) then yields
(A.5)
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That is, the mutual information between the marginal variables of a bivariate Gaussian distribution is
a function of the covariance matrix entries given by

(A.6)

where we have defined constants
(A.7)

and
(A.8)
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Appendix B
In the following, we derive the likelihood ratio statistic for testing the null hypothesis
against the alternative hypothesis
), where

in the context of the GLM (i.e.

are fixed samples of

data points. As discussed in the

main text, the central quantities for the determination of the log likelihood ratio criterion
are the residual sum of squares obtained upon fitting the null and alternative model, i.e.
and

, respectively. In the following, we first derive an expression of the

residual sum of squares as a function of the data
before considering the special cases

and a design matrix
and

corresponding to the

null and alternative models, respectively, and substituting into the log likelihood ratio
criterion equation. Note that the maximized log likelihood values are, via the residual sum of
squares, functions of the ordinary least square estimator
(B.1)
Writing out the residual sum of squares for the ordinary least square estimate, we thus obtain
(B.2)

Here, the expression
hence

holds as

,

and

and

.

We thus have
(B.3)
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Due to the BLUE property of the ordinary least square estimator, the last term on the right
hand side of the above expression vanishes: taking the expectation of with respect to

yields

, as the ordinary least square estimator is unbiased. It follows that
and hence we have
(B.4)
Thus, we can write from B.3 and B.4
(B.5)
Substituting B.1 for the ordinary least square estimator then yields
(B.6)

Expression B.6 now provides the link between the log likelihood ratio statistic for the model
fitting for the null and alternative models considered here and mutual information: first we
note that in the case of the null model

, we have

and we thus obtain
(B.7)

Second, for the alternative model

we have
(B.8)
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Identifying the covariance component estimators
vector products

with the respective

hence yields
(B.9)

and
(B.10)
The log likelihood ratio statistic

has for known variance

been derived above as

(B.11)

Substituting the expressions for

and

thus yields

(B.12)

where the constant

is given by
(B.13)
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Figure Captions
Figure 1
Correlation coefficient and mutual information
The aim of this figure is to demonstrate the equivalence of the correlation coefficient
and mutual information.
A Illustration of 100 samples obtained from a bivariate Gaussian distribution
expectation zero, unit variance

, and covariance parameters

with

as specified in

equation (14) . The negative linear relationship between the marginal variables
relatively weak, and the mutual information

and

relatively low.

B Illustration of 100 samples obtained from a bivariate Gaussian distribution
expectation zero, unit variance

, and covariance parameters

with

as specified in equation

(14). The (positive) linear relationship between the marginal variables
strong, and the mutual information

is

and

is relatively

relatively high, when compared with A.

C Illustration of the unit variance contours of a bivariate Gaussian distribution
function of the correlation coefficient

of its marginal variables

and

as

. The larger the

absolute value of the correlation coefficient, the slimmer the contour, and the stronger the
linear relationship between

and .

D Graph of the functional relationship between the correlation coefficient
Gaussian variables and their mutual information
approaches unity, the mutual information approaches

47

of two marginal

. As the absolute value of
.

Figure 2
Face validity of Gaussian mixture models for EEG-fMRI information theoretic analyses
The aim of this figure is to demonstrate a) the potential validity of Gaussian models
for the analysis of data obtained from simultaneous EEG-fMRI recordings by hinting at
similarity of empirical and simulated distributions, b) the difficulty of approximating the full
incomplete (joint) distribution in the case of a small number of stimuli with a unimodal
Gaussian distribution, as proposed in equation (40).
A Incomplete (upper panel) and complete (lower panel) data of a simultaneous EEG-fMRI
experiment of single subject (for experimental and methodological details, refer to [58]). The
two-dimensional data comprises an EEG feature (P100 amplitude of a selected electrode )
and an fMRI feature (BOLD percent signal change of selected region of interest). Single
points represent single trial feature combinations recorded in response to 85 exposures to a
strong visual stimulus (S1) and a weak visual stimulus (S2)
B Incomplete (upper panel) and complete (lower panel) simulated data (n = 85) sampled from
two bivariate Gaussian distributions with expectation
respectively, and diagonal covariance matrices with variance

and

,

. The simulated result

is reminiscent of the empirical data in panel A.
C Incomplete (upper panel) and complete (lower panel) simulated data (n = 85) sampled
from two bivariate Gaussian distributions with expectation
, respectively, and nondiagonal covariance matrices with variance

and
. In this

high signal-to-noise scenario, the incomplete distribution is clearly bimodal, and hence its
approximation with a unimodal bivariate Gaussian suboptimal.
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Figure 3
An information theoretic argument for simultaneous EEG-fMRI recordings
The purpose of this figure is to demonstrate theoretical limitations of approximating a
bivariate joint distribution by the product of its marginal distributions. As any information
theoretic analysis is directly based on the signal's probability distribution, the characteristics
of the signal's probabilistic dependencies are of primary importance for the successful
application of information theory to empirical data. The figure demonstrates the following: if
data is acquired non-simultaneously, the joint distribution of two different univariate data
types (e.g. EEG and fMRI features) can only be reconstructed as the product of the respective
marginal distributions, implicitly assuming the independence of the marginal random
variables. However, if the joint distribution of interest is non-spherical because of
dependencies between the individual random variables, its approximation by the factorized
joint distribution can be very poor (see panels B and C). This is of relevance for example
when considering whether simultaneous or non-simultaneous EEG-fMRI should be
performed for a given experiment: if one assumes that for the current paradigm EEG and
fMRI features are independent (or their dependence is irrelevant), acquiring them
simultaneously or separately is equivalent, because one can compute the joint distribution
from the marginals. If this assumption does not hold, or EEG-fMRI covariation on fixed
stimulus (conditional dependence) is of relevance, one should acquire them simultaneously.
One can spin the argument even further: if one assumes that EEG and fMRI are independent,
they cannot represent the same underlying neural phenomenom, as in this case they would be
fully dependent. If follows, that if EEG and fMRI features are independent, they must relate
to different aspects of the neural response. Hence, in a generative forward modelling
framework, a full picture of the neural response can only be obtained from the joint
observation of EEG and fMRI features. It hence can be concluded, that, whether both
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modalities are independent or not, one should always acquire EEG and fMRI simultaneously,
either to obtain the correct description of their joint distribution (in the case of nonindependence) or a full description of the underlying neural physiology (in the case of
independence). Note that similar arguments could be made for the importance of assessing
the topographical covariation of fMRI signals in multi-voxel pattern analyses.

A The leftmost panel depicts the equi-probability contours of a bivariate Gaussian
distribution with spherical covariance. For illustrative purposes, the distribution models the
joint distribution of an EEG and an fMRI feature The middle panels depict the respective
marginal distributions of the EEG and fMRI feature by integrating over the complementary
modality. Finally, the rightmost panel depicts the reconstructed joint distribution based on the
product of the marginal distribution. For the case of independent marginal variables, this
reconstruction is exact.

B As in A, but with an original distribution which is not spherical, but indicates a negative
linear relationship between EEG and fMRI. As is evident from the rightmost panel, the
dependency of the marginal variables cannot be recovered from the product of their
individual distributions.

C As in A and B but based on a more complex joint distribution of EEG-fMRI. Here the
Gaussian mixture model represents an interesting case of EEG-fMRI dependencies: assuming
that the two modes of the joint distribution are generated by different experimental contexts
(e.g. different stimuli or cognitive processes), the joint distribution indicates that the
experimental factor not only affects the signal's activity dependence, but also the conditional
dependence (i.e. neurovascular coupling). It should be noted that this is a hypothetical
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example, and effects like this have rarely been demonstrated in the EEG-fMRI literature.
Again, inferences based on the reconstructed joint distribution would be strongly mislead. It
are conceivable scenarios like this one in which simultaneous EEG-fMRI could its attain its
full potential.
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